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Executive Summary
Kubernetes v1.37 reserves five well-known Node condition names for lifecycle events: DrainInProgress,
Drained, MaintenancePlanned, MaintenanceInProgress and GracefulNodeShutdownInProgress
(kubernetes.io). The release contains 67 enhancements (kubernetes.io), and the conditions are one Alpha
item among them. The decisive fact for GPU operators is what the feature does not do. The Alpha
NodeLifecycleConditions gate is disabled by default and, in v1.37, is "effectively a no-op": it does not
restrict who can set the conditions, and no core component reads them (kubernetes.io). The design document
states that enabling the feature changes no scheduling or rollout behavior (www.k8s.dev). The conditions
cannot cordon, taint, drain or protect a node.

Ownership is left to the operator. An admin, or an admin-authorized maintenance controller, sets the status
(www.k8s.dev), and the design explicitly excludes exclusive ownership, locking and handoff from its goals
(www.k8s.dev). A follow-up coordination issue opened on 2026-09-24 says writers are unaware of one another
(github.com), and administrators remain responsible for correcting stale state (www.k8s.dev).

For a private GPU estate, the useful near-term deliverable is therefore an ownership and evidence contract,
not automation. This report proposes a single-writer rule per condition, a maintenance state machine covering
planned window, cordon, drain, service, hardware validation, workload canary and uncordon, and an audit
record that preserves history after a condition is cleared. Existing tooling covers parts of that flow without
publishing the new conditions: the NVIDIA GPU Operator drives nodes through a label-based upgrade state
machine (docs.nvidia.com), and NVIDIA documents DCGM (Data Center GPU Manager) Level 3 diagnostics
at under 35 minutes on 8-GPU systems (docs.nvidia.com).

The cost case is arithmetic. Lost capacity equals the sum of GPU count times unavailable hours, taken from
recorded timestamps. A hypothetical 8-GPU node unavailable for about 5.2 hours loses roughly 41 GPU-
hours, about $457 against a Google Cloud 8-GPU list-price anchor (cloud.google.com). In a published 54-day
Llama 3 training snapshot, 47 of 466 interruptions were planned maintenance such as firmware upgrades
(arxiv.org), so planned work is a recurring, measurable cost.
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The recommendation has three tiers. Adopt the vocabulary now as an observability-only contract for
dashboards and tickets. Pilot one authorized controller only if it is idempotent and passes the failure-injection
grid below. Defer any automation that evicts, reschedules or accounts for availability based on the conditions
until a core consumer or explicit contract exists. The tracking issue's description lists a Beta target of 1.39
(github.com), but the issue was moved to the v1.38 milestone on 2026-09-23 for a further Alpha step, so that
description no longer matches the current plan. Targets move, so re-verify before enabling any consumer.

Introduction and Background
Kubernetes describes nodes through readiness, taints, Pod state, labels and annotations, none of which says
whether a node is being drained or serviced. The v1.37 work targets that gap with a shared, Kubernetes-
owned signal for drain, maintenance and Graceful Node Shutdown. The v1.37.0 release cycle began on
Monday 18th May 2026 (raw.githubusercontent.com), and this report is current as of 2026-10-31, the retrieval
date for every source.

GPU clusters raise the stakes. A node that is cordoned, drained, flashed, rebooted, validated and returned
removes a block of expensive accelerators from capacity, and the sequence crosses systems Kubernetes
does not own: the baseboard management controller (BMC), the vendor driver stack, the batch scheduler and
the ticketing system. A status vocabulary can make those handoffs legible. It is not a maintenance controller,
and the main risk this report addresses is a team reading the new names as if they carried behavior.

The audience is private GPU-cluster site reliability engineers (SREs), hardware operations teams and
maintenance-controller owners deciding whether to standardize the five names, and what automation may
safely read them. GPU Smith is an independent advisor on enterprise GPU infrastructure and is neither a
hardware manufacturer nor a cloud provider. The analysis uses dated primary documentation. Every threshold
labeled a proposal is engineering judgment, not a published standard, and no benchmark or client results are
presented.

Where sources disagree, the discrepancy is stated. The KEP page header shows a v1.38 milestone, which
likely reflects that its second Alpha step (the first in-tree writer) is planned for that release (www.k8s.dev), while
the Kubernetes documentation lists the feature as Alpha since v1.37 (kubernetes.io), and the tracking issue
gives an Alpha target of 1.37 (github.com).

Key Changes in Kubernetes 1.37

Five reserved condition names

Each condition uses a status of True, False or Unknown, with a stable machine-readable reason and a
human-readable message (kubernetes.io). The KEP defines the names narrowly, and Table 1 pairs those
definitions with a proposed ownership matrix for a GPU estate. The owner, trigger and clear columns are
proposals, not Kubernetes requirements.
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Condition Meaning in the KEP Proposed
single owner

Set trigger Clear trigger Stale-state risk

MaintenancePlanned Reports that the Node is expected
to undergo maintenance
(www.k8s.dev)

Change-
management
controller

Approved
change with a
window

Window
cancelled, or
work starts

Window passes
with no start
event

MaintenanceInProgr
ess

Reports that the Node is actively
undergoing maintenance
(www.k8s.dev)

Maintenance
controller

First operator
action on the
node

Uncordon after
the canary
passes

Controller lost
mid-work

DrainInProgress Reports that the Node is actively
being drained (www.k8s.dev)

Drain
executor

First eviction
issued

Criteria met or
drain aborted

Drain stuck on a
PodDisruptionB
udget

Drained Reports that the drain criteria
selected by the lifecycle actor were
met (www.k8s.dev)

Drain
executor

Acceptance
checklist
passes

Uncordon, or
new workload
admitted

True left after
return to service

GracefulNodeShutdo
wnInProgress

Reports that Graceful Node
Shutdown is in progress
(www.k8s.dev)

Node-side
shutdown
reporter

Shutdown
detected

Shutdown done
or cancelled

Cancelled
shutdown
leaves True

The matrix shows why ownership must be settled before any consumer exists. Every row has a clear trigger a
different actor could plausibly fire, and every row has a way to outlive its event. The KEP lists a contractual
relationship between readers and writers among its non-goals (www.k8s.dev), so this table is the contract the
platform does not provide.

Maintenance is deliberately broad: the documentation says it can include hardware or software rollout,
remediation, decommissioning or debugging (kubernetes.io), and whether it needs a drain depends on impact.

The Alpha gate publishes nothing and enforces nothing

The announcement says the gate exists so planned built-in behavior can be opted into later, and that you do
not need to enable it to start publishing the conditions today (kubernetes.io). The KEP calls its first version
intentionally narrow (www.k8s.dev), says any authorized actor can write the conditions (www.k8s.dev), and
says core controllers must not assign behavioral meaning to additional lifecycle conditions without a follow-up
KEP (www.k8s.dev). Core workload controllers do not change behavior based on the conditions
(kubernetes.io).

Two consequences follow. Enabling the gate on a self-managed control plane buys nothing today, and a
managed cluster that cannot enable Alpha gates loses nothing. Any behavior attributed to the conditions in a
vendor deck or internal wiki during 2026 is the behavior of a third-party controller, not of Kubernetes.

Ownership and permissions stay with the administrator

The announcement assigns setting and clearing to an administrator or an administrator-authorized controller
(kubernetes.io). For permissions, the KEP's kubectl design writes conditions through the Node status
subresource, treats reporting as best-effort if permission is missing (www.k8s.dev), and uses a strategic merge
patch containing only the lifecycle types so unrelated conditions survive (www.k8s.dev).
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kubectl drain as a later writer, and future consumers

In the KEP's Alpha2 step, kubectl drain becomes the first in-tree lifecycle condition writer (www.k8s.dev),
and reporting is informational and does not change the drain (www.k8s.dev). The tracking issue places this
work in the v1.38 milestone, so treat kubectl publication as unshipped in v1.37 until a release note says
otherwise. Consumers must treat an absent condition as "no observation was reported", not as proof that no
drain is happening (www.k8s.dev).

Intended consumers include the DaemonSet controller, which would check lifecycle context before
rescheduling a missing Pod (www.k8s.dev), autoscalers that prioritize nodes under maintenance during scale-
in (www.k8s.dev), and storage operators wanting a proactive signal before drain begins (www.k8s.dev). These
are user stories, not implemented behavior.

Version outlook

The tracking issue's description lists Alpha at 1.37 (github.com) and a Beta target of 1.39 (github.com), but the
issue has since been milestoned v1.38, where a contributor wrote that the next release will be an alpha2. As of
2026-10-30 its status was marked "At risk for code freeze", so the Beta date is less certain than the description
suggests. Beta criteria include gathering feedback from rollout tooling and large-cluster operators
(www.k8s.dev), and writer coordination is deferred to a separate effort (www.k8s.dev). The announcement
itself says longer-term coordination may need explicit ownership, locking and potentially a dedicated API. The
Node Lifecycle Working Group earlier announced it was closing the Declarative Node Maintenance KEP
(groups.google.com), because hardcoding a state machine in stages imposes hard constraints on the
community (groups.google.com). The direction is vocabulary first and behavior later, with the ownership API
still open.

What Existing Mechanisms Still Do
The announcement recommends reporting status with conditions while continuing to use cordon, drain, taints
and workload controls to change scheduling or eviction (kubernetes.io). The KEP describes the conditions as a
status signal separate from scheduling policy (www.k8s.dev).

Cordon, taints and the scheduler

kubectl drain first marks the node unschedulable so new pods do not arrive (kubernetes.io). The scheduler
checks taints, not node conditions (kubernetes.io), which is the most important fact for anyone tempted to gate
scheduling on MaintenanceInProgress. The kubectl drain source treats DaemonSet-managed pods, local-
storage pods and unmanaged pods as separate cases requiring explicit flags, covered in the checklist below
(raw.githubusercontent.com).

Drain, eviction and PodDisruptionBudgets

A PodDisruptionBudget (PDB) that allows no voluntary evictions means a drain of a node hosting that pod
never completes (kubernetes.io). A drain timeout of zero means wait indefinitely (kubernetes.io), so a bounded
timeout and an owner for its expiry are mandatory. The v1.37 changelog also adds an eviction coordination
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mechanism in which requesters and responders coordinate graceful eviction of Pods
(raw.githubusercontent.com), which shows where eviction semantics are actually evolving, separately from
lifecycle conditions.

Graceful node shutdown

Graceful node shutdown is inactive until its grace-period settings are non-zero (kubernetes.io). A cancelled
shutdown does not restore pods that already began termination, so they must be rescheduled (kubernetes.io).
Graceful shutdown is a lifecycle event the kubelet already observes natively, and it shows why a
GracefulNodeShutdownInProgress=True left behind after a cancelled shutdown would be a misleading
signal.

Implementation Considerations and Process Changes

A GPU maintenance state machine

The GPU Operator publishes upgrade progress as a label state machine (docs.nvidia.com), with states
including cordon-required, wait-for-jobs-required, pod-deletion-required, drain-required, validation-required and
uncordon-required. A site-level machine can sit above it. Table 2 proposes one and states which conditions
and existing mechanisms apply at each stage.

Stage Lifecycle conditions (proposed) Mechanism that acts Exit evidence

1. Planned window MaintenancePlanned=True None Approved change, window start and end

2. Cordon MaintenancePlanned=True Cordon marks node
unschedulable

Node spec unschedulable; admitted-
pod count stops rising

3. Drain started DrainInProgress=True Eviction with PDBs First eviction timestamp; pods
remaining

4. Drain accepted DrainInProgress=False, Drained=True Acceptance checklist Zero GPU pods; documented
exclusions

5. Serviced MaintenanceInProgress=True,
MaintenancePlanned=False

BMC, firmware, driver
tooling

Work log; firmware inventory before and
after

6. Hardware
validation

MaintenanceInProgress=True DCGM diagnostics Diagnostic level, result, GPU UUIDs
tested

7. Workload
canary

MaintenanceInProgress=True Short real job with a
toleration

Canary success and throughput check

8. Return Drained=False,
MaintenanceInProgress=False

Uncordon Clearing event with actor and time

MIG (Multi-Instance GPU) reconfiguration is also maintenance: MIG Manager requires that no user workloads
run on the GPUs being configured (docs.nvidia.com) and the change can involve rebooting the node
(docs.nvidia.com). The table encodes three invariants a validator can check:

GPU Smith

Private AI infrastructure · GPU engineering · Inference operations Page 6 of 16

https://raw.githubusercontent.com/kubernetes/kubernetes/master/CHANGELOG/CHANGELOG-1.37.md#:~:text=A%20set%20of%20requesters%20and%20responders%20can%20use%20these%20to%20coordinate%20graceful%20eviction%20of%20Pods.
https://kubernetes.io/docs/concepts/cluster-administration/node-shutdown/#:~:text=thus%20not%20activating%20the%20graceful%20node%20shutdown%20functionality.
https://kubernetes.io/docs/concepts/cluster-administration/node-shutdown/#:~:text=However%2C%20Pods%20which%20already%20started%20the%20process%20of%20termination%20will%20not%20be%20restored%20by%20kubelet
https://docs.nvidia.com/datacenter/cloud-native/gpu-operator/latest/gpu-driver-upgrades.html#:~:text=The%20upgrade%20controller%20manages%20driver%20upgrades%20through%20a%20well-defined%20state%20machine.
https://docs.nvidia.com/datacenter/cloud-native/gpu-operator/latest/gpu-operator-mig.html#:~:text=MIG%20Manager%20requires%20that%20no%20user%20workloads%20are%20running%20on%20the%20GPUs%20being%20configured.
https://docs.nvidia.com/datacenter/cloud-native/gpu-operator/latest/gpu-operator-mig.html#:~:text=The%20MIG%20reconfiguration%20can%20also%20involve%20rebooting%20a%20node%20if%20a%20reboot%20is%20required


Mutual exclusion: Drained=True and DrainInProgress=True never coexist.
Ordering: MaintenanceInProgress clears only after the canary passes.
Evidence: every transition writes an evidence record.

Stage 4 can be skipped. NVIDIA's release notes describe a path where the driver-upgrade controller cordons
the node and restarts the driver pod in place without evicting workloads (docs.nvidia.com), so a controller must
be able to publish MaintenanceInProgress=True without ever publishing DrainInProgress.

Single-writer ownership, RBAC and admission

Role-based access control (RBAC) is purely additive, with no deny rules (kubernetes.io), so a single-writer rule
cannot come from RBAC alone: any other role granting write on the Node status subresource stays in force.
Two layers work together:

Narrow grants: give patch on nodes/status to one service account per condition family and audit
every other holder.
Admission policy: add a ValidatingAdmissionPolicy, which declares validation in the Common
Expression Language (CEL) (kubernetes.io) and can call a CEL authorizer to check the requesting
principal (kubernetes.io), so it can reject changes to lifecycle conditions from anyone but the owner.

Server-side apply gives a complementary mechanism: for keyed lists, different managers can own separate
entries, and an unforced apply that conflicts is rejected (kubernetes.io). The caveat is that a plain update never
fails on conflict and silently takes ownership (kubernetes.io). Use apply with a distinct field-manager name per
owner and alert on forced conflicts.

API conventions help prevent stale True states. They treat the condition list as a map keyed by type
(github.com), define lastTransitionTime as the last transition and not the last observation (github.com), and
describe observedGeneration as the generation a condition was set from (github.com). The system is level-
based rather than edge-triggered (github.com), so the practical rule is that the owner re-asserts its conditions
on a short interval, and a watchdog flips any condition whose owner has gone silent to Unknown. Heartbeat
timing is not a freshness signal: status updates default to a 5 minute interval (kubernetes.io). For readers, the
general API convention treats an absent condition like Unknown (github.com), while the KEP says absence
means no observation was reported; both agree that absence is not False.

Mapping OEM, GPU Operator, scheduler and ticketing states

Kubernetes does not own the BMC, the driver lifecycle or the ticket. DMTF describes Redfish as a standard for
simple and secure management of converged, hybrid IT (www.dmtf.org), and NVIDIA's DGX firmware guide
says the BMC network interface provides remote management with Redfish APIs (docs.nvidia.com). The
Redfish firmware white paper notes that installation of a firmware image may be possible by a specific entity
(www.dmtf.org), so the installing entity varies by platform. The condition should say only that maintenance is in
progress; the BMC task identifier belongs in the evidence record.

Table 3 maps signals documented by other projects onto the five names. The mappings are proposals; none of
the cited projects documents publishing the lifecycle conditions.
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https://kubernetes.io/docs/reference/using-api/server-side-apply/#:~:text=field%20that%20is%20controlled%20by%20a%20different%20manager%20results%20in%20a%20rejected
https://kubernetes.io/docs/reference/using-api/server-side-apply/#:~:text=affect%20a%20managed%20field%2C%20a%20conflict%20never%20provokes%20failure%20of%20the%20operation.
https://github.com/kubernetes/community/blob/master/contributors/devel/sig-architecture/api-conventions.md#:~:text=This%20collection%20should%20be%20treated%20as%20a%20map%20with%20a%20key%20of
https://github.com/kubernetes/community/blob/master/contributors/devel/sig-architecture/api-conventions.md#:~:text=lastTransitionTime%20is%20the%20last%20time%20the%20condition%20transitioned%20from%20one%20status%20to%20another.
https://github.com/kubernetes/community/blob/master/contributors/devel/sig-architecture/api-conventions.md#:~:text=observedGeneration%20represents%20the%20.metadata.generation%20that%20the%20condition%20was%20set%20based%20upon.
https://github.com/kubernetes/community/blob/master/contributors/devel/sig-architecture/api-conventions.md#:~:text=The%20system%20is%20level-based%20rather%20than%20edge-triggered%2C
https://kubernetes.io/docs/reference/node/node-status/#:~:text=updates%20to%20Nodes%20is%205%20minutes%2C%20which%20is%20much%20longer%20than%20the%2040
https://github.com/kubernetes/community/blob/master/contributors/devel/sig-architecture/api-conventions.md#:~:text=condition%20should%20be%20interpreted%20the%20same%20as
https://www.dmtf.org/standards/redfish#:~:text=a%20standard%20designed%20to%20deliver%20simple%20and%20secure%20management%20for%20converged%2C%20hybrid%20IT
https://docs.nvidia.com/dgx/dgxh100-fw-update-guide/about.html#:~:text=The%20BMC%20network%20interface%20provides%20remote%20management%20with%20Redfish%20APIs.
https://www.dmtf.org/sites/default/files/standards/documents/DSP2062_1.3.0.pdf#:~:text=The%20installation%20of%20the%20firmware%20image%20may%20be%20possible%20by%20a%20specific%20entity.


Existing signal What the source documents Proposed mapping Caveat

GKE maintenance events Node events are emitted when a host maintenance
window is scheduled (docs.cloud.google.com)

MaintenancePlanned Events are not durable
state

GKE active-node-
maintenance label

Indicates workloads are being stopped
(cloud.google.com)

MaintenanceInProgre
ss

Provider-owned; cleared
by GKE

GKE impending-node-
termination taint

Applied to prevent new Pods from being scheduled
(cloud.google.com)

None; the taint acts Keep the taint

Karpenter disruption taint Applied to prevent pods from scheduling
(karpenter.sh)

DrainInProgress Karpenter owns the
drain

GPU Operator upgrade-
state label

Label-based state machine (docs.nvidia.com) MaintenanceInProgre
ss, DrainInProgress

May cordon and restart
in place

kured lock and sentinel Reboot sentinel file (github.com) and API-server
lock (github.com)

MaintenanceInProgre
ss

Sentinel means reboot
needed, not scheduled

medik8s
NodeMaintenance

Creating the CR moves the node into maintenance
and cordons it (github.com)

MaintenanceInProgre
ss, DrainInProgress

CR has its own phase

Cluster API Machine
drain

Implements node drain aligned with kubectl drain
(cluster-api.sigs.k8s.io)

DrainInProgress Timeouts and hooks per
Machine

EKS
AcceleratedHardwareRea
dy

Node condition for GPU and Neuron health
(docs.aws.amazon.com)

None; health, not
lifecycle

Do not conflate the two

Almost every row is a label, taint or custom resource, so the conditions would be a second representation of
the same state, and the representation with a documented consumer should stay authoritative. The last row
shows that node conditions already drive automation elsewhere: Karpenter's node repair consumes status
conditions that an agent adds to nodes (karpenter.sh), and EKS automatic node repair reacts to additional
conditions when the monitoring agent is installed (docs.aws.amazon.com). Lifecycle conditions have no such
consumer yet, and should not be assumed to.

Drain acceptance criteria for GPU nodes

Drained means the criteria selected by the actor managing the lifecycle were met, so the criteria are yours to
write. The tracking issue notes that a drained node might hold anywhere from zero to several running Pods
(github.com). Proposed checklist items, each tied to documented behavior:

DaemonSets: drain fails on DaemonSet-managed pods unless told to ignore them
(raw.githubusercontent.com). List DaemonSets that hold GPU handles (exporters, monitors) as named
exclusions.
Local storage: pods with local storage block a drain unless data deletion is allowed
(raw.githubusercontent.com). Require that no checkpoint or staging data lives on emptyDir first.
Unmanaged pods: pods that declare no controller block the drain unless forced
(raw.githubusercontent.com). Forced deletion removes workloads nothing will recreate.
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https://docs.cloud.google.com/kubernetes-engine/docs/how-to/view-maintenance-events#:~:text=A%20Compute%20Engine%20host%20maintenance%20window%20has%20been%20scheduled%20for%20the%20node
https://cloud.google.com/kubernetes-engine/docs/concepts/handle-disruption-gpu-tpu#:~:text=to%20indicate%20that%20workloads%20are%20being%20stopped.
https://cloud.google.com/kubernetes-engine/docs/concepts/handle-disruption-gpu-tpu#:~:text=GKE%20applies%20the%20node%20taint%20to%20prevent%20new%20Pods%20from%20being
https://karpenter.sh/docs/concepts/disruption/#:~:text=to%20the%20node%20to%20prevent%20pods%20from%20scheduling%20to%20it.
https://docs.nvidia.com/datacenter/cloud-native/gpu-operator/latest/gpu-driver-upgrades.html#:~:text=The%20upgrade%20controller%20manages%20driver%20upgrades%20through%20a%20well-defined%20state%20machine.
https://github.com/kubereboot/kured#:~:text=Watches%20for%20the%20presence%20of%20a%20reboot%20sentinel%20file%20e.g.
https://github.com/kubereboot/kured#:~:text=Utilises%20a%20lock%20in%20the%20API%20server%20to%20ensure%20only%20one%20node%20reboots%20at
https://github.com/medik8s/node-maintenance-operator#:~:text=CR%20created%3A%20move%20node%20into%20maintenance%2C%20cordon%20the%20node
https://cluster-api.sigs.k8s.io/tasks/automated-machine-management/machine_deletions#:~:text=Cluster%20API%20implements%20Node%20drain%20aligned
https://docs.aws.amazon.com/eks/latest/userguide/node-health.html#:~:text=AcceleratedHardwareReady%20indicates%20whether%20accelerated%20hardware%20%28GPU%2C%20Neuron%29%20on%20the%20node%20is%20functioning%20correctly.
https://karpenter.sh/docs/concepts/disruption/#:~:text=any%20agent%20that%20will%20add%20status%20conditions%20to%20nodes%20that%20are%20supported
https://docs.aws.amazon.com/eks/latest/userguide/node-health.html#:~:text=EKS%20automatic%20node%20repair%20reacts%20to%20additional%20node%20conditions
https://github.com/kubernetes/enhancements/issues/5683#:~:text=a%20Drained%20Node%20might%20hold%20anywhere%20from%20zero%20to%20several%20running%20Pods.
https://raw.githubusercontent.com/kubernetes/kubectl/master/pkg/drain/filters.go#:~:text=DaemonSet-managed%20Pods%20%28use%20--ignore-daemonsets%20to%20ignore%29
https://raw.githubusercontent.com/kubernetes/kubectl/master/pkg/drain/filters.go#:~:text=Pods%20with%20local%20storage%20%28use%20--delete-emptydir-data%20to%20override%29
https://raw.githubusercontent.com/kubernetes/kubectl/master/pkg/drain/filters.go#:~:text=Pods%20that%20declare%20no%20controller%20%28use%20--force%20to%20override%29


Finished pods: finished pods are removable without extra flags (raw.githubusercontent.com), so they
should not count against acceptance.
Long training jobs: decide in the batch layer, not in drain. The GPU Operator can wait for selected
pods or jobs to finish before a driver upgrade (docs.nvidia.com), and its drain fallback evicts all pods on
the node, including unrelated workloads, unless a selector limits it (docs.nvidia.com).
Checkpoint deadlines: a Pod's termination grace defaults to 30 seconds (kubernetes.io). GKE
documents raising terminationGracePeriodSeconds to obtain a ten-minute notification window
(cloud.google.com). GKE host maintenance defaults to a 30 second grace period when none is
configured (cloud.google.com). Set grace to at least the measured checkpoint write time.
Batch layer: a JobSet restart recreates all child jobs (jobset.sigs.k8s.io), and Kueue preemption evicts
admitted Workloads to accommodate another (kueue.sigs.k8s.io), so gang restarts must resume from a
checkpoint.
PDBs and annotations: record every PDB that blocked or delayed an eviction, and set a bounded
drain timeout. Karpenter documents that a do-not-disrupt annotation may block draining indefinitely
(karpenter.sh).
GPU state: after a device-plugin health change the kubelet lowers allocatable count (kubernetes.io),
and pods on a failed device stay assigned to it, so compare allocatable and allocated GPUs, not pod
counts alone.

Evidence bundle and audit schema

A cleared condition loses its context, so evidence must live outside the Node object. Kubernetes audit logging
is off unless a policy file is supplied (kubernetes.io), and the Metadata level records requesting user,
timestamp, resource and verb. Name nodes/status explicitly in the policy and attribute writers by
authenticated identity, because the audit schema says the user agent is client-supplied and must not be
trusted (kubernetes.io). Proposed record, one per transition:

Actor: authenticated service account and controller instance.
Transition: condition type, old and new status, reason, message.
Times: request time from the audit event and a maintenance identifier.
Observed generation: node generation, driver and firmware versions before and after.
Affected GPU UUIDs: NVIDIA documents the GPU UUID as a globally unique, immutable identifier
(docs.nvidia.com) and recommends UUID or PCI bus ID over enumeration order (docs.nvidia.com).
Drain exclusions: DaemonSets, pods and PDBs excluded or overridden, and the flags used.
Acceptance tests: DCGM level, result, duration, canary job identifier.
Clearing event: actor and reason for every clear, including forced clears.
References: change ticket and BMC task identifiers.

Consumer policy

Dashboards may read the conditions now; the announcement says they serve people, dashboards, alerts and
automation that choose to consume them. Disruptive automation should not key on them today: consumers
must not infer absence from a missing condition, writer coordination is open (github.com), and core controllers
do not change behavior. The minimum contract before a consumer may act has four parts:
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https://raw.githubusercontent.com/kubernetes/kubectl/master/pkg/drain/filters.go#:~:text=Any%20finished%20pod%20can%20be%20removed.
https://docs.nvidia.com/datacenter/cloud-native/gpu-operator/latest/gpu-driver-upgrades.html#:~:text=Selects%20pods%20or%20jobs%20that%20must%20finish%20before%20the%20driver%20is%20upgraded%20on%20a%20node
https://docs.nvidia.com/datacenter/cloud-native/gpu-operator/latest/gpu-driver-upgrades.html#:~:text=Draining%20a%20node%20evicts%20all%20pods%20from%20that%20node%2C%20including%20workloads%20unrelated
https://kubernetes.io/docs/concepts/workloads/pods/pod-lifecycle/#:~:text=A%20Pod%20is%20granted%20a%20term%20to%20terminate%20gracefully%2C%20which%20defaults%20to%2030%20seconds.
https://cloud.google.com/kubernetes-engine/docs/concepts/handle-disruption-gpu-tpu#:~:text=manifest.%20For%20example%2C%20to%20get%20a%20notification%20time%20of%2010%20minutes%2C%20set%20the
https://cloud.google.com/kubernetes-engine/docs/concepts/handle-disruption-gpu-tpu#:~:text=grace%20period%2C%20the%20grace%20period%20defaults%20to%2030%20seconds.
https://jobset.sigs.k8s.io/docs/concepts/#:~:text=A%20restart%20is%20done%20by%20recreating%20all%20child%20jobs.
https://kueue.sigs.k8s.io/docs/concepts/preemption/#:~:text=Preemption%20is%20the%20process%20of%20evicting%20one%20or%20more%20admitted%20Workloads%20to%20accommodate%20another%20Workload.
https://karpenter.sh/docs/concepts/disruption/#:~:text=annotation%20may%20block%20draining%20indefinitely.
https://kubernetes.io/docs/concepts/extend-kubernetes/compute-storage-net/device-plugins/#:~:text=Once%20a%20device%20is%20marked%20as%20unhealthy%2C%20the%20kubelet%20will%20decrease%20the%20allocatable%20count
https://kubernetes.io/docs/tasks/debug/debug-cluster/audit/#:~:text=If%20the%20flag%20is%20omitted%2C%20no%20events%20are%20logged.
https://kubernetes.io/docs/reference/config-api/apiserver-audit.v1/#:~:text=Note%20that%20the%20UserAgent%20is%20provided%20by%20the%20client%2C%20and%20must%20not%20be%20trusted.
https://docs.nvidia.com/deploy/nvidia-smi/index.html#:~:text=This%20value%20is%20the%20globally%20unique%20immutable%20alphanumeric%20identifier
https://docs.nvidia.com/deploy/nvidia-smi/index.html#:~:text=that%20users%20desiring%20consistency%20use%20either%20UUID%20or%20PCI%20bus%20ID%2C%20since
https://github.com/kubernetes/enhancements/issues/6430#:~:text=Node%20Condition%20writers%20are%20unaware%20of%20one%20another


Named owner: one team per condition type.
Idempotent recovery: a restart mid-action converges instead of repeating or reversing work.
Freshness rule: a bound after which an unrefreshed True is treated as Unknown.
Kill switch: a documented way to stop the consumer without editing nodes.

Failure injection

Table 4 lists faults to inject in staging before any controller may publish or read the conditions.

Scenario Injection Expected result Evidence of pass

Abandoned drain Block eviction with a zero-budget
PDB

Drain times out; condition returns to
False or Unknown; alert fires

Timeout event with owner
and PDB name

Controller loss Kill the controller after
MaintenanceInProgress is set

Watchdog sets Unknown within the
freshness bound

Audit event by watchdog
identity

Conflicting writers Second service account patches
the same type

Admission policy rejects the write Denied request in the
audit log

Reboot during
maintenance

Power-cycle the node mid-
service

Conditions persist; validation restarts at
stage 6

New diagnostic record
after reboot

Stale True Skip the clear step after
uncordon

Reconciler detects Drained=True on a
schedulable node

Alert and forced-clear
record

Cancelled shutdown Cancel shutdown after pods
began terminating

Condition cleared; pods rescheduled Clear event and
reschedule log

GPU lost after service Mark one device unhealthy Allocatable falls; return blocked Allocatable versus
expected UUID list

The grid tests recovery, not the happy path. A controller that survives only the first column has not shown it can
be trusted with state other systems may read later.

Data Analysis and Evidence

Lost GPU-hours

The metric is sum(GPU count × unavailable hours) per node, from measured timestamps: unavailable
time runs from cordon to uncordon, and stage durations come from the evidence record. It is a capacity-loss
measure, not a performance claim. The price anchor is an official list price: Google Cloud's accelerator-
optimized pricing page tabulates the total cost of each GPU-accelerated machine type (cloud.google.com) in
U.S. dollars (cloud.google.com). The a3-highgpu-8g row (8 H100 GPUs) showed a default price of $88.49 per
hour at retrieval on 2026-10-31, about $11.06 per GPU-hour. The page shows no as-of date and the row's
region is not stated, so treat it as an illustrative anchor and substitute your own amortized cost.

(Hypothetical Example) An 8-GPU node is cordoned at 09:00, drained by 10:15, serviced from 10:30 to
13:00, validated by DCGM from 13:00 to 13:35, canaried until 14:05 and uncordoned at 14:10. Unavailable
time is 5 hours 10 minutes (5.17 hours), so the loss is 8 × 5.17 = 41.3 GPU-hours, about $457 at $11.06 per
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https://cloud.google.com/products/compute/pricing/accelerator-optimized#:~:text=The%20total%20cost%20of%20running%20each%20GPU-accelerated%20machine%20type%20is%20shown%20in%20the%20following%20tables.
https://cloud.google.com/products/compute/pricing/accelerator-optimized#:~:text=Prices%20on%20this%20page%20are%20listed%20in%20U.S.%20dollars%20%28USD%29.


GPU-hour. The split is 1.25 hours of drain, 0.25 of waiting, 2.5 of service, 0.58 of validation, 0.5 of canary and
0.08 of closing. If drain and wait dominate, improve acceptance criteria and checkpoint handling; if service
dominates, batch the firmware work.

Reference durations for planning

NVIDIA's DGX H100/H200 firmware guide gives roughly 90 minutes for the motherboard and GPU tray
components (docs.nvidia.com). DCGM documents per-level diagnostic durations on Hopper systems with 8
GPUs:

Level 1: positioned as a readiness metric (docs.nvidia.com).
Level 2: an epilogue on failure (docs.nvidia.com), under 10.5 minutes (docs.nvidia.com).
Level 3: an administrator post-mortem run (docs.nvidia.com), under 35 minutes (docs.nvidia.com).
Level 4: under 2.25 hours (docs.nvidia.com).

DCGM also states that complete hardware validation needs separate offline diagnostics (docs.nvidia.com).
The GPU Operator validator's plugin check confirms that GPUs are advertised to kubelet but, since GPU
Operator 23.6.0, no longer runs a workload by default (setting validator.plugin.env.WITH_WORKLOAD=true
restores it) (docs.nvidia.com), so the site canary in stage 7 is not redundant. A defensible policy runs Level 3
after planned firmware work and reserves Level 4 for exceptions. Xid messages are debugging guides, not
verdicts (docs.nvidia.com), so do not fail a node on a single code.

Planned work is a measurable share of interruptions

Meta's Llama 3 paper reports above 90% effective training time on a 16K-GPU run while supporting automated
maintenance (arxiv.org). In a 54-day snapshot it records 466 job interruptions (arxiv.org), 47 of them planned,
from automated maintenance such as firmware upgrades (arxiv.org). That is about 10.1% (47 of 466), or 0.87
planned interruptions per day. These are one operator's figures at a scale most private clusters do not reach,
so use them only to justify measurement. A separate Meta analysis spans over 150 million A100 GPU hours
(arxiv.org), finds that preemption, fragmentation and failures dominate lost goodput (arxiv.org), and notes the
impact is significantly smaller once checkpointing, which bounds lost work, is included (arxiv.org). PyTorch
Distributed Checkpoint supports load-time resharding between cluster topologies (docs.pytorch.org), and its
asynchronous save stages state before writing in a separate thread (docs.pytorch.org), both of which shorten
the drain tail.

Release facts and managed services

Besides the conditions, the v1.37 changelog adds a StatefulSet Recreate update strategy
(raw.githubusercontent.com) and Alpha DRA (Dynamic Resource Allocation) device compatibility groups
(raw.githubusercontent.com); DRA lets Pods request and share resources such as accelerators. NVIDIA's
GPU Operator release notes list added support for Kubernetes 1.37 (docs.nvidia.com). As of 2026-10-31, the
three major managed services list 1.37: Amazon EKS under standard support (docs.aws.amazon.com), AKS in
a release calendar updated on 10/10/2026 (learn.microsoft.com), and GKE, whose schedule was last updated
2026-10-30 (cloud.google.com) and whose release notes name 1.37 as the Rapid channel default
(cloud.google.com). None of the fetched provider pages mention the five condition names or say whether
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https://docs.nvidia.com/dgx/dgxh100-fw-update-guide/sequence.html#:~:text=tray%20components%20and%20the%20GPU%20tray%20components%20requires%20approximately%2090%20minutes.
https://docs.nvidia.com/datacenter/dcgm/latest/user-guide/dcgm-diagnostics.html#:~:text=Level%201%20tests%20to%20use%20as%20a%20readiness%20metric
https://docs.nvidia.com/datacenter/dcgm/latest/user-guide/dcgm-diagnostics.html#:~:text=Level%202%20tests%20to%20use%20as%20an%20epilogue%20on%20failure
https://docs.nvidia.com/datacenter/dcgm/latest/user-guide/dcgm-diagnostics.html#:~:text=10.5%20mins%20on%208%20GPU%20systems.
https://docs.nvidia.com/datacenter/dcgm/latest/user-guide/dcgm-diagnostics.html#:~:text=Level%203%20and%20Level%204%20tests%20to%20be%20run%20by%20an%20administrator%20as%20post-mortem
https://docs.nvidia.com/datacenter/dcgm/latest/user-guide/dcgm-diagnostics.html#:~:text=35%20mins%20on%208%20GPU%20systems.
https://docs.nvidia.com/datacenter/dcgm/latest/user-guide/dcgm-diagnostics.html#:~:text=2.25%20hours%20on%208%20GPU%20systems.
https://docs.nvidia.com/datacenter/dcgm/latest/user-guide/feature-overview.html#:~:text=are%20required%20for%20complete%20hardware%20validation%2C%20and%20are%20required%20for%20RMA.
https://docs.nvidia.com/datacenter/cloud-native/gpu-operator/latest/release-notes.html#:~:text=The%20plugin%20validation%20still%20confirms%20that%20GPUs%20are%20advertised%20to%20kubelet%2C%20but%20it%20no%20longer
https://docs.nvidia.com/deploy/xid-errors/introduction.html#:~:text=Xid%20messages%20are%20intended%20to%20be%20used%20as%20debugging%20guides.
https://arxiv.org/html/2407.21783v3#:~:text=we%20achieved%20higher%20than%2090%25%20effective%20training%20time%20while%20supporting%20automated%20cluster%20maintenance
https://arxiv.org/html/2407.21783v3#:~:text=we%20experienced%20a%20total%20of%20466%20job%20interruptions.
https://arxiv.org/html/2407.21783v3#:~:text=Of%20these%2C%2047%20were%20planned%20interruptions%20due%20to%20automated%20maintenance%20operations%20such%20as%20firmware%20upgrades
https://arxiv.org/abs/2410.21680#:~:text=over%20150%20million%20A100%20GPU%20hours
https://arxiv.org/html/2410.21680v2#:~:text=job%20preemption%2C%20resource%20fragmentation%2C%20and%20failures%20are%20the%20dominant%20sources%20of%20lost%20goodput
https://arxiv.org/html/2410.21680v2#:~:text=This%20impact%20is%20significantly%20smaller%20once%20checkpointing%20is%20taken%20into%20account%2C%20which%20bounds%20lost%20work.
https://docs.pytorch.org/docs/stable/distributed.checkpoint.html#:~:text=It%20handles%20load-time%20resharding%20which%20enables%20saving%20in%20one%20cluster%20topology%20and%20loading%20into%20another.
https://docs.pytorch.org/docs/stable/distributed.checkpoint.html#:~:text=staging%20storage%20%28defaults%20to%20CPU%20memory%29%2C%20and%20then%20calls%20the%20save%20in%20a%20separate%20thread.
https://raw.githubusercontent.com/kubernetes/kubernetes/master/CHANGELOG/CHANGELOG-1.37.md#:~:text=Added%20the%20Recreate%20update%20strategy%20for%20StatefulSet
https://raw.githubusercontent.com/kubernetes/kubernetes/master/CHANGELOG/CHANGELOG-1.37.md#:~:text=Added%20Alpha%20support%20for%20DRA%20device%20compatibility%20groups%2C%20guarded%20by%20the
https://docs.nvidia.com/datacenter/cloud-native/gpu-operator/latest/release-notes.html#:~:text=Added%20support%20for%20Kubernetes%201.37%20to%20the
https://docs.aws.amazon.com/eks/latest/userguide/kubernetes-versions.html#:~:text=The%20following%20Kubernetes%20versions%20are%20currently%20available%20in%20Amazon%20EKS%20standard%20support%3A
https://learn.microsoft.com/en-us/azure/aks/supported-kubernetes-versions#:~:text=Last%20updated%20on%2010%2F10%2F2026
https://docs.cloud.google.com/kubernetes-engine/docs/release-schedule
https://cloud.google.com/kubernetes-engine/docs/release-notes#:~:text=is%20now%20the%20default%20version%20for%20cluster%20creation%20in%20the%20Rapid%20channel.


Alpha gates can be enabled. Because publishing does not need the gate, a managed cluster can carry the
conditions if its RBAC lets you patch nodes/status, which the providers do not document for this feature; test
on a staging cluster. Provider-native maintenance signals remain the practical source: GKE documents that
GPU machine types do not support live migration (cloud.google.com), AWS describes scheduled events as
infrequent (docs.aws.amazon.com), and Azure Scheduled Events give applications time to prepare for
maintenance (learn.microsoft.com).

Implications and Future Directions
The announcement positions the conditions as a foundation: follow-up work can define how the DaemonSet
controller uses MaintenanceInProgress for rollout ordering and availability accounting, with the caveat that
those behaviors need careful design (kubernetes.io). The working group's stated mission is to improve node
and pod lifecycle in Kubernetes (raw.githubusercontent.com). Together with the eviction coordination entry
(raw.githubusercontent.com), the likely path is richer eviction semantics first and condition consumers second.

Four implications follow for GPU estates. Standardize the vocabulary early, because the names are now
reserved. Keep controllers replaceable, since a future core consumer may conflict with a homegrown one.
Invest in the evidence record, the only asset that survives a change of vocabulary. And plan for DRA, which
will change what drain acceptance must verify about GPU claims.

The main uncertainties: which writer will own which condition once coordination is designed (www.k8s.dev);
whether managed providers will expose or mutate the fields; and whether Beta lands on the 1.39 target listed
in the tracking issue's description (github.com), given that the issue is now milestoned v1.38 for a further Alpha
step. No public measurement shows that a shared vocabulary reduces handoff errors or lost GPU-hours. That
gain is a hypothesis to test with the lost-hours metric.

Adoption Decision
Adopt as observability only: publish the conditions from one owner per type, show them on
dashboards, alert on missing clears. The KEP's production-readiness notes say nodes may include five
additional conditions (www.k8s.dev). Choose this if no existing controller reads node conditions for
decisions.
Pilot an authorized controller: implement the state machine for a small pool, with admission-enforced
single-writer rules and the full failure grid. Choose this if maintenance spans several teams and handoffs
are the main source of lost hours. Keep cordon, drain and taints as the acting mechanisms.
Defer: continue with labels, taints and tickets, and revisit when a coordination design or core consumer
lands. Choose this if your service restricts node-level patching or existing controllers already interpret
custom node conditions in ways that could collide.

Whatever the choice, no automation should evict, reboot or reschedule on a lifecycle condition alone. Re-verify
the release notes for your exact minor version and any vendor controller's documentation before enabling a
consumer, and have platform and hardware engineers review the plan, since this report is a documentation
analysis.
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https://cloud.google.com/kubernetes-engine/docs/concepts/handle-disruption-gpu-tpu#:~:text=live%20migration%2C%20including%20the%20following%20machine%20types%3A
https://docs.aws.amazon.com/AWSEC2/latest/UserGuide/monitoring-instances-status-check_sched.html#:~:text=reboot%2C%20stop%2C%20and%20retire%20your%20instances.%20These%20events%20do%20not%20occur%20frequently.
https://learn.microsoft.com/en-us/azure/virtual-machines/linux/scheduled-events#:~:text=gives%20your%20application%20time%20to%20prepare%20for%20virtual%20machine%20%28VM%29%20maintenance
https://kubernetes.io/blog/2026/09/09/kubernetes-v1-37-node-lifecycle-conditions/#:~:text=That%20Node%20still%20consumes%20the%20rollout%27s%20availability%20budget%2C
https://raw.githubusercontent.com/kubernetes/community/main/wg-node-lifecycle/README.md#:~:text=Explore%20and%20improve%20node%20and%20pod%20lifecycle%20in%20Kubernetes.
https://raw.githubusercontent.com/kubernetes/kubernetes/master/CHANGELOG/CHANGELOG-1.37.md#:~:text=A%20set%20of%20requesters%20and%20responders%20can%20use%20these%20to%20coordinate%20graceful%20eviction%20of%20Pods.
https://www.k8s.dev/resources/keps/5683/#:~:text=Solve%20Condition%20coordination%20separatly
https://github.com/kubernetes/enhancements/issues/5683#:~:text=Beta%20release%20target%20%28x.y%29%3A%201.39
https://www.k8s.dev/resources/keps/5683/#:~:text=Nodes%20may%20include%20five%20additional%20conditions.


Frequently Asked Questions (FAQs)
What are the Kubernetes 1.37 node lifecycle conditions? Five reserved Node condition names for drain,
maintenance and graceful shutdown state. They report state; they do not cause it.

What else is in Kubernetes 1.37? 67 enhancements in total, including the eviction coordination and
StatefulSet Recreate entries noted above.

Does setting a condition drain or cordon a node? No. The design makes no scheduling change, and the
scheduler checks taints, not conditions.

How to drain GPU nodes in Kubernetes? Cordon first, then drain against an explicit checklist: DaemonSets
(raw.githubusercontent.com), local storage (raw.githubusercontent.com), unmanaged pods
(raw.githubusercontent.com), PDBs and a bounded timeout, then verify GPU allocatable counts.

Is there a Kubernetes node maintenance signal available today? Yes, the five conditions, if you own them.
Provider and project signals such as GKE maintenance events (docs.cloud.google.com) or the kured lock
(github.com) predate them.

How does Node Problem Detector relate to GPU nodes? It reports permanent problems that make a node
unavailable as NodeConditions (github.com), and separate remedy systems observe events and conditions to
act (github.com). The fetched README lists no GPU-specific monitors, so GPU health usually comes from an
agent such as EKS's AcceleratedHardwareReady condition (docs.aws.amazon.com) or DCGM prologue
checks, which run in a few seconds (docs.nvidia.com).

How can the GPU node lifecycle be automated safely? Use a single owner, idempotent steps, a freshness
watchdog and the failure grid. Existing tools automate parts: the GPU Operator upgrade controller
(docs.nvidia.com), Cluster API drain (cluster-api.sigs.k8s.io) and Karpenter, which taints and drains before
removal (karpenter.sh).

Conclusion
Kubernetes 1.37 gives operators five reserved names and little else: a gate that does nothing, no core reader
and no ownership model. For GPU clusters that is still useful if the names are treated as the visible edge of a
contract the operator writes: one owner per condition, admission-enforced, evidence stored outside the Node
object, and acceptance criteria covering drain, firmware, hardware validation and a workload canary. Cordon,
drain, taints and PDBs continue to do the acting.

Adopt the vocabulary for observability, pilot a controller only after failure injection passes, and defer disruptive
consumers until Kubernetes or a vendor documents one. Measure the outcome as GPU-hours lost from
recorded timestamps, so the next decision rests on data and not on the new names.

Source links
Links cited in this article, in order of first appearance. Full addresses are provided for readers using extracted text.

1. https://kubernetes.io/blog/2026/09/09/kubernetes-v1-37-node-lifecycle-conditions
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https://raw.githubusercontent.com/kubernetes/kubectl/master/pkg/drain/filters.go#:~:text=DaemonSet-managed%20Pods%20%28use%20--ignore-daemonsets%20to%20ignore%29
https://raw.githubusercontent.com/kubernetes/kubectl/master/pkg/drain/filters.go#:~:text=Pods%20with%20local%20storage%20%28use%20--delete-emptydir-data%20to%20override%29
https://raw.githubusercontent.com/kubernetes/kubectl/master/pkg/drain/filters.go#:~:text=Pods%20that%20declare%20no%20controller%20%28use%20--force%20to%20override%29
https://docs.cloud.google.com/kubernetes-engine/docs/how-to/view-maintenance-events#:~:text=A%20Compute%20Engine%20host%20maintenance%20window%20has%20been%20scheduled%20for%20the%20node
https://github.com/kubereboot/kured#:~:text=Utilises%20a%20lock%20in%20the%20API%20server%20to%20ensure%20only%20one%20node%20reboots%20at
https://github.com/kubernetes/node-problem-detector#:~:text=Permanent%20problem%20that%20makes%20the%20node%20unavailable%20for%20pods%20should
https://github.com/kubernetes/node-problem-detector#:~:text=Remedy%20systems%20observe%20events%20and%2For%20node
https://docs.aws.amazon.com/eks/latest/userguide/node-health.html#:~:text=AcceleratedHardwareReady%20indicates%20whether%20accelerated%20hardware%20%28GPU%2C%20Neuron%29%20on%20the%20node%20is%20functioning%20correctly.
https://docs.nvidia.com/datacenter/dcgm/latest/user-guide/feature-overview.html#:~:text=Quick%2C%20invasive%20health%20checks%20that%20take%20a%20few%20seconds%20and%20are%20designed%20to%20verify
https://docs.nvidia.com/datacenter/cloud-native/gpu-operator/latest/gpu-driver-upgrades.html#:~:text=The%20upgrade%20controller%20manages%20driver%20upgrades%20through%20a%20well-defined%20state%20machine.
https://cluster-api.sigs.k8s.io/tasks/automated-machine-management/machine_deletions#:~:text=Cluster%20API%20implements%20Node%20drain%20aligned
https://karpenter.sh/docs/concepts/disruption/#:~:text=The%20finalizer%20blocks%20deletion%20of%20the%20node%20object%20while%20the%20Termination%20Controller%20taints%20and%20drains%20the%20node
https://kubernetes.io/blog/2026/09/09/kubernetes-v1-37-node-lifecycle-conditions


2. https://kubernetes.io/blog/2026/08/26/kubernetes-v1-37-release

3. https://www.k8s.dev/resources/keps/5683

4. https://github.com/kubernetes/enhancements/issues/6430

5. https://docs.nvidia.com/datacenter/cloud-native/gpu-operator/latest/gpu-driver-upgrades.html

6. https://docs.nvidia.com/datacenter/dcgm/latest/user-guide/dcgm-diagnostics.html

7. https://cloud.google.com/products/compute/pricing/accelerator-optimized

8. https://arxiv.org/html/2407.21783v3

9. https://github.com/kubernetes/enhancements/issues/5683

10. https://raw.githubusercontent.com/kubernetes/sig-release/master/releases/release-1.37/README.md

11. https://kubernetes.io/docs/reference/node/node-lifecycle-conditions

12. https://groups.google.com/a/kubernetes.io/g/wg-node-lifecycle/c/QMLI9Hdqs8I

13. https://kubernetes.io/docs/reference/kubectl/generated/kubectl_drain

14. https://kubernetes.io/docs/concepts/scheduling-eviction/taint-and-toleration

15. https://raw.githubusercontent.com/kubernetes/kubectl/master/pkg/drain/filters.go

16. https://kubernetes.io/docs/tasks/run-application/configure-pdb

17. https://raw.githubusercontent.com/kubernetes/kubernetes/master/CHANGELOG/CHANGELOG-1.37.md

18. https://kubernetes.io/docs/concepts/cluster-administration/node-shutdown

19. https://docs.nvidia.com/datacenter/cloud-native/gpu-operator/latest/gpu-operator-mig.html

20. https://docs.nvidia.com/datacenter/cloud-native/gpu-operator/latest/release-notes.html

21. https://kubernetes.io/docs/reference/access-authn-authz/rbac

22. https://kubernetes.io/docs/reference/access-authn-authz/validating-admission-policy

23. https://kubernetes.io/docs/reference/using-api/server-side-apply

24. https://github.com/kubernetes/community/blob/master/contributors/devel/sig-architecture/api-conventions.md

25. https://kubernetes.io/docs/reference/node/node-status

26. https://www.dmtf.org/standards/redfish

27. https://docs.nvidia.com/dgx/dgxh100-fw-update-guide/about.html

28. https://www.dmtf.org/sites/default/files/standards/documents/DSP2062_1.3.0.pdf

29. https://docs.cloud.google.com/kubernetes-engine/docs/how-to/view-maintenance-events

30. https://cloud.google.com/kubernetes-engine/docs/concepts/handle-disruption-gpu-tpu

31. https://karpenter.sh/docs/concepts/disruption

32. https://github.com/kubereboot/kured

33. https://github.com/medik8s/node-maintenance-operator

34. https://cluster-api.sigs.k8s.io/tasks/automated-machine-management/machine_deletions

35. https://docs.aws.amazon.com/eks/latest/userguide/node-health.html

36. https://kubernetes.io/docs/concepts/workloads/pods/pod-lifecycle

37. https://jobset.sigs.k8s.io/docs/concepts

38. https://kueue.sigs.k8s.io/docs/concepts/preemption

GPU Smith

Private AI infrastructure · GPU engineering · Inference operations Page 14 of 16

https://kubernetes.io/blog/2026/08/26/kubernetes-v1-37-release
https://www.k8s.dev/resources/keps/5683
https://github.com/kubernetes/enhancements/issues/6430
https://docs.nvidia.com/datacenter/cloud-native/gpu-operator/latest/gpu-driver-upgrades.html
https://docs.nvidia.com/datacenter/dcgm/latest/user-guide/dcgm-diagnostics.html
https://cloud.google.com/products/compute/pricing/accelerator-optimized
https://arxiv.org/html/2407.21783v3
https://github.com/kubernetes/enhancements/issues/5683
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https://kubernetes.io/docs/reference/kubectl/generated/kubectl_drain
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https://raw.githubusercontent.com/kubernetes/kubectl/master/pkg/drain/filters.go
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39. https://kubernetes.io/docs/concepts/extend-kubernetes/compute-storage-net/device-plugins

40. https://kubernetes.io/docs/tasks/debug/debug-cluster/audit

41. https://kubernetes.io/docs/reference/config-api/apiserver-audit.v1

42. https://docs.nvidia.com/deploy/nvidia-smi/index.html

43. https://docs.nvidia.com/dgx/dgxh100-fw-update-guide/sequence.html

44. https://docs.nvidia.com/datacenter/dcgm/latest/user-guide/feature-overview.html

45. https://docs.nvidia.com/deploy/xid-errors/introduction.html

46. https://arxiv.org/abs/2410.21680

47. https://arxiv.org/html/2410.21680v2

48. https://docs.pytorch.org/docs/stable/distributed.checkpoint.html

49. https://docs.aws.amazon.com/eks/latest/userguide/kubernetes-versions.html

50. https://learn.microsoft.com/en-us/azure/aks/supported-kubernetes-versions

51. https://docs.cloud.google.com/kubernetes-engine/docs/release-schedule

52. https://cloud.google.com/kubernetes-engine/docs/release-notes

53. https://docs.aws.amazon.com/AWSEC2/latest/UserGuide/monitoring-instances-status-check_sched.html

54. https://learn.microsoft.com/en-us/azure/virtual-machines/linux/scheduled-events

55. https://raw.githubusercontent.com/kubernetes/community/main/wg-node-lifecycle/README.md

56. https://github.com/kubernetes/node-problem-detector
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About GPU Smith
GPU Smith provides independent engineering and research for private AI infrastructure. We help technical
buyers and operators reason about GPU workload sizing, hardware selection, procurement, deployment and
inference operations, from the compute system to the networking, power and cooling requirements around it.

Start with the workload

Useful infrastructure decisions begin with the models, data, throughput, latency and operating constraints a
team actually has. GPU Smith helps connect those requirements with system design and deployment choices.
The goal is a privately controlled AI environment whose capacity and operational demands are understood
before a purchasing decision.

Hardware and supplier research

Our public reference library covers GPUs, complete systems and networking components. The server-vendor
directory and manufacturing research help teams investigate suppliers, compare options and follow sources
behind technical claims. We distinguish manufacturer specifications from measured benchmarks and
advertised capabilities from tested configurations. Reference pages are research resources, not a live
inventory listing or a binding equipment quote.

Deployment and operations

GPU Smith's engineering scope includes infrastructure integration, networking, power, cooling and the
practical operation of inference workloads. Our published articles explain the tradeoffs behind deployment,
procurement and ongoing operations so teams can ask better questions and document decisions.

Work with GPU Smith

Explore the hardware library, GPU references, networking references and vendor research. Contact GPU
Smith with your workloads and deployment constraints to discuss a project and confirm current scope, pricing
and availability.

Inclusion of a manufacturer or product in our research does not imply a partnership, certification or
endorsement.

Website: https://gpusmith.com

This article is educational. Verify consequential medical, legal, financial, regulatory and technical decisions with appropriate professionals and the
cited primary sources. Company services are described separately from the article's research findings.
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